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C.  
Causal models
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Density estimation

• A lot of machine learning can be described in the framework of 
density estimation:

- We observe data vectors 

- We assume that there is an
underlying distribution 
from which the points are drawn

- We try to infer this distribution,
fitting a density         to the data

- The density         reflects our belief of where a new datapoint 
would land
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Classification

• Classification can be put in this framework as estimating class-
specific densities and then classifying new points based on 
posterior probabilities

• Effectively:  Density estimation of               or just 
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Regression

• Regression can be viewed in this framework as estimating 
conditional probability densities

...and again the distribution              describes our belief of what     
would be upon observing a novel
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What can you (and what can’t you) do 
with purely probabilistic models?

• You can predict based on observations:

• You can’t predict the consequences of 
interventions (actions) or novel events 
(which have not happened in the data yet)!

In other words, probabilistic models don’t (at least directly) say 
anything about causality!
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Example:
income vs literacy

Per capita annual income (PPP)
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• Each point is one country

• If we want to raise people out of 
poverty (increase incomes) will 
educational programs help?

- If literacy!income then yes

- If literacy"income then no

- If literacy"institutions!income 
then no

• This is not immediately available 
from the observed distribution
p(income, literacy)
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What we want is to understand complex systems the same way that 
an engineer understands a factory he has built...
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...hopefully our understanding of the factory is better than the 
understanding this gentleman has!
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Example:  circuit diagram

input output
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Causal model

• Put simply,  a causal model is a model that describes how the data 
is generated (not just what is observed)

• In particular, it allows us to say precisely what would happen 
(either exactly, or with uncertainty) if we were to make 
interventions and changed various mechanisms in the model

Examples:
What would happen if the fan jammed and stopped spinning?
What would happen if we ran out of coal?

(I will not define the general term ‘causal model’ any more 
precisely.  However,  examples of specific types of causal models 
will be given here...)
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Example #1:
Causal Bayesian network

11

P (season)
P (sprinkler | season)
P(rain | season)

P (wet | sprinkler, rain)
P (slippery | wet)

Data drawn in the following order from the
following distributions (specified by the model):

Note:

• Directed acyclic graph!

• Specifies a joint distribution and defines 
the effects of interventions!

• Some variables may be ‘hidden’ from 
us...

X1

X4

X5

X3 X2

VUODENAIKA

SADESPRINKLERI

MÄRKÄ

LIUKAS

season

sprinkler rain

wet

slippery

(precisely defined a bit later)

UNIVERSITY OF HELSINKI

Dept. of Computer Science

582481 - Causal analysis  [autumn 2008]

Patrik Hoyer
C.

Example #2:
Functional causal model

12

x := fx (ex )w := f w (ew )

y := fy(w, x, ey)

Note:

• Values of                 drawn from 
their respective distributions

• Values of             assigned based 
on the specified functions

• Specifies a joint distribution and 
defines the effects of interventions

• Directed acyclic graph!

• Some variables may be ‘hidden’ 
from us...

ew, ex, ey

w, x, y

(precisely defined a bit later)
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• System of differential equations,  we only observe the values after 
convergence, i.e.

• An intervention might correspond to fixing        or       , or     or     , 
or changing      or    .  The model specifies a joint distribution 
                      over the observed variables, and defines what 
happens after any given interventions. 
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Example #3:
Recurrent dynamical system

dx/dt = f x(x, y, ! x)
dy/dt = f y(x, y, ! y)

P(x[0]), P(y[0]), P(θx), P(θy)

xobs = x[∞]
yobs = y[! ]

x[0] y[0] θx θy

f x fy
P (xobs, yobs)
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Example #4:
Causal vs non-causal time-series models

xt−2 xt! 1 xt xt+1 xt+2

P (xt+1 | xt)

first order
Markov process

second order
Markov process

P (xt+1 | xt, xt−1)

These models allow you to make predictions based on observations...
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... but they do not (in general) allow predictions based on 
interventions, such as predicting what would happen if      was set to 
some given value.

Why? Because there may be many causal explanations of the time 
series:

or other options still, and they do not all imply the same effects of 
interventions!

xt

or
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do(x) -notation:
• One of the most fundamental concepts in causal analysis is to 

make sure to distinguish between...

- Conditional probability when we see that          :

- Conditional probability when we do (i.e. set)          :

The first is the regular conditional probability, which can always 
be computed from            in the standard way

The latter requires causal knowledge, and it cannot be computed 
from the joint distribution without some kind of causal 
assumptions

P (y | x) = P (y | see(x))
X = x

X = x

P (y | x̂) = P (y | do(x))

P (x, y)
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Example:

What is the probability that the coal is burning, if we observe that the 
turbine is spinning?

What is the probability that the coal is burning, if we ask an engineer to 
make sure the turbine is spinning (if needed by turning it by hand)?

These are clearly completely different questions! (And they generally 
have different answers.)

P (y | x) = P (y | see(x))

P (y | x̂) = P (y | do(x))
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Note that combinations are also possible:

(‘probability that we observe          , having first set           and after 
that seen          ’)

Note that the decision to set           is not allowed to depend on 
seeing          , for this reason we require first to have set and then 
to have seen! (We will later consider more complicated cases.)

P (y | x̂, z) = P (y | do(x), z)

Y = y X = x
Z = z

X = x
Z = z
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Warning!

Note that, depending on the model, one has to specify precisely 
what one is setting. 

For instance, in the time-series model, should do() denote setting a 
variable at a single time point (after which it is again allowed to 
freely attain its value as before), or should it denote setting a 
variable for all subsequent time points?

or
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Simpson’s ‘paradox’ revisited

Men Recover Die Recovery rate

Medicine 180 120 300 60%

No medicine 70 30 100 70%

250 150 400

Women Recover Die Recovery rate

Medicine 20 80 100 20%

No medicine 90 210 300 30%

110 290 400

Men + Women Recover Die Recovery rate

Medicine 200 200 400 50%

No medicine 160 240 400 40%

360 440 800

P (rec | no med, male) = 0.7
P (rec | med, male) = 0.6

P (rec | med, female) = 0.2

P (rec | no med, female) = 0.3

P (rec | med) = 0.5

P(rec | no med) = 0.4
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Is the medicine helpful or harmful?

• It would seem that, if one knows the sex of the patient one should 
not give the medicine. But otherwise one should!?

Explanation of the ‘paradox’:

• Men have a better overall chance of recovery,  and they have been 
given the medicine more often than women! This creates a 
positive correlation between receiving medicine and recovering!

• Indeed, the probability that the patient recovers given that we 
know (s)he has received medicine is bigger than if we know (s)he 
did not receive medicine (when we don’t know the sex of the 
patient)

• But of course we are really interested in                             vs
                               .  These are not the same as
and                          !!

P (rec | do(med))
P (rec | do(no med)) P (rec | med)

P (rec | no med)
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Simpson’s ‘paradox’:  continuous-valued example

   and    have a clear negative correlation:

But note that:

x := ex

y := −10x + ey

z := 10x + 0.1y + ez

ex ∼ N(0, 1)
ey ∼ N(0, 1)
ez ∼ N(0, 1) X

Ex

Y

–10 +10

+0.1
Ey Z Ez

y z

y

z

E{z | y1} > E{z | y2} when y1 < y2

E{ z | do(y1)} > E{ z | do(y2)} when y1 > y2
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In the rest of the course, we focus exclusively on causal Bayes nets 
and functional causal models, both of which are based on directed 
acyclic graphs (DAG):

• Set of vertices (‘nodes’)

• Set of directed edges (‘arrows’) between the vertices

• Acyclic:  No directed cycles! 

Examples:
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• DAG terminology:   (example on the chalkboard)

- If in the graph there is an arrow from node    to node     then 
we say that     is the parent of      and      is the child of    .

- The set of parents of     is denoted as       .  .  The size of this 
set is its indegree.

- The number of children of a node is called its outdegree.

- A node is a source (it is ‘exogeneous’) if it has no parents, or a 
sink if it has no children

- A path from node     to node     is an ordered list of nodes 
starting from     and ending at     such that each neighboring 
two nodes in the list are directly connected by an arrow (but 
we do not have to follow the direction of the arrows!)

A B

X pa(X )

A B B A

A B
A B
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- A directed path can be traveled only in the direction of the 
arrows

- The ancestors of      are all those nodes from which there is a 
directed path to 

- The descendants of     are all those nodes to which there is a 
directed path from

- A v-structure (unshielded collider) is a three-node structure
                       such that there is no arrow between      
and     .

X

X

X

X

Xi → Xj ← Xk X i

Xk
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Causal Bayesian network (Causal Bayes net):

• Set of variables

• DAG over the variables (i.e. the variables are the nodes)

• Marginal distributions          of the source variables
and conditional distributions                      for all other variables

• Data is generated by first drawing the source variables from their 
marginals, and then all other variables from their conditionals, in 
an order consistent with the network.

• Resulting joint distribution given by:

• Interventions, i.e. do-conditioning, defined by removing all arrows 
into the intervened-upon variable (and the corresponding 
conditional distribution                     ) from the model.  

{X 1, X 2, . . . , X n}

P (xi | pa(xi))
P (xi)

P (x1, . . . , xn) =
∏

i

P (xi | pa(xi))

P (xi | pa(xi))

UNIVERSITY OF HELSINKI

Dept. of Computer Science

582481 - Causal analysis  [autumn 2008]

Patrik Hoyer
C. 27

Functional causal model ([nonlinear] structural equation model):

• Set of variables

• DAG over the variables (i.e. the variables are the nodes)

• Each variable     has an associated ‘disturbance’ or ‘error’ variable

• Each error variable has a distribution

• Each regular variable has a function

• Data is generated by first drawing the error variables mutually 
independently, and then assigning the regular variables in a causal 
order using their associated functions

• Results in some joint distribution

• Interventions, i.e. do-conditioning, defined by removing all arrows 
into the intervened-upon variable (and the corresponding 
disturbance      and function     ) from the model. 

{X 1, X 2, . . . , X n}

P (x1, . . . , xn) =
∏

i

P (xi | pa(xi))

eixi

P (ei )

xi := fi(pa(xi), ei)

ei fi
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Interventions in causal Bayesian networks / functional causal models:
Corresponds to replacing a single causal mechanism...

X1

X4

X5

X3 X2

VUODENAIKA

SADESPRINKLERI

MÄRKÄ

LIUKAS

P (x2 | x3) != P (x2)

If we observe that the 
sprinkler is on, that tells us 
something about the rain:

X1

X4

X5

X3 X2

VUODENAIKA

SADESPRINKLERI

MÄRKÄ

LIUKAS

If we force the sprinkler
on (say, by remote), that tells 
us nothing about the rain:

P (x2 | do(x3)) = P (x2)

season

sprinkler rain

wet

slippery

season

sprinkler rain

wet

slippery
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Causal Bayes net or functional causal model, which to use?

• Each can ‘imitate’ the other, so they have the same 
representational power (although Pearl does not state this clearly 
in his book; we will discuss this issue later in the part on 
counterfactuals)

• In some cases one is more practical than the other

- for discrete variables the causal Bayes net is often more 
natural

- for continuous variables the functional causal model is often 
easier to work with

• So it’s up to you:  just use whatever is more natural for the 
problem in question!
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The conditional independencies produced by a DAG model

• The graph structure produces certain conditional independencies 
in the resulting joint distribution

• Note:  other conditional independencies can additionally be 
present, if the parameters are carefully chosen (‘unfaithfulness’)

• We will go through three different types of connections:

- Chain (serial connection)

- Fork (diverging connection)

- Inverted fork (‘collider’, converging connection)

• Then we will handle the general case (combinations of these)
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Chain (serial connection):

Information can spread through a chain if the state of the variable in 
the middle is not exactly known.  However,  if the state of     is 
known, no information leaks through:

    and      are d-separated given     in graph 

We write

That is, in this DAG model we necessarily have

A B C

A C B

P (a, c | b) = P (a | b)P (c | b)

B

(A ⊥⊥ C | B)G

G
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Fork (diverging connection):

Information can spread through a fork if the state of the variable in 
the middle is not exactly known.  However,  if the state of     is 
known, no information leaks through:

    and      are d-separated given     in graph

We write

That is, in this DAG model we necessarily have

ACB

A

B C

P (b, c | a) = P (b | a)P (c | a)

A

G

(B !! C | A)G
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Inverted fork (‘collider’, converging connection):

Information can spread through an inverted fork only if we have 
received some information on the state of the node in the middle, 
or on the state of any of its descendants.  If nothing is known 
about    , then no information can leak through.

We have:

But note that     and     are NOT d-separated (they are ‘d-
connected’) given the state of     or any of its descendants:

A

B C

B C
A

A

(B ⊥⊥ C)G

(B !⊥⊥ C | A)G
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d-separation, general case (def 1.2.3 in Pearl, 2000):

• A path    is said to be d-separated (‘blocked’) by a set of nodes
if and only if:

-    contains a chain                   or a fork                  such that 
the middle node     is in    ,  or

-    contains an inverted fork (‘collider’)                  such that 
the middle node     is not in     and such that no descendant of 
    is in    .

• A set     is said to d-separate     from     (and we write
                     ) if and only if     blocks every path from a node in 
    to a node in    .

X YZ

p

i ← m → ji → m → j

i ! m " j

m

(X !! Y | Z)G

Z

p
m Z

p
m Z

m Z

Z
X Y
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Examples of d-separations

For instance, these d-separations hold true in the network:

But not these... (one information-passing path in parentheses)

E

A

G H

F

B

I

K

J

C D

(A ⊥⊥ B | ∅)G

(A !! F | " )G

(E ⊥⊥ I | C)G

(E ⊥⊥ J | {C,D,G, H})G

(E ⊥⊥ B | { A,D} )G

(E ⊥⊥ B | D)G (E − C −A−D −B)
(E !! A | {C,D,G, H})G (E " H " F " B " D " A)
(A !! B | G)G (A " D " B)
(A ⊥⊥ H | ∅)G (A−D − E −H)
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• Parts 2 & 3 from Chapter 1 of Pearl’s book:
http://bayes.cs.ucla.edu/BOOK-2K/ch1-2.pdf
http://bayes.cs.ucla.edu/BOOK-2K/ch1-3.pdf

• Chapters 2 and 3 of Dawid’s text:
http://www.ucl.ac.uk/Stats/research/Resrprts/psfiles/rr279.pdf

36

Required reading

Recommeded reading


