ABSTRACT

Good teaching is teaching where the teaching method and assessment methods are aligned with the learning activities stated in objectives of the course. Typically such teaching is also student-focused. One example of such a teaching method is problem-based learning.

Problem-based learning has been widely studied and applied in many fields. In this paper we describe one example of how problem-based learning has been applied in teaching of data mining. We first describe the structure of a course of methods for data mining. Then we analyze the course both from a teacher's and from a students' perspective. We also present some ideas on how this course could still be improved in the future.

Keywords
Problem-based learning, Data mining

1. INTRODUCTION

Good teaching is aligned teaching, i.e., teaching where the teaching method and assessment methods support the learning activities stated in objectives of the course [2, 11]. It is also characteristic of good teaching that it supports deep approach to learning and it is based on students’ activity. Other factors related to good teaching and learning are the social aspects of learning, e.g., working in a group, and giving the students possibilities for connecting the new information to the things they knew before. Good teaching is, therefore, clearly student-focused [11].

An example of a teaching method that can fulfill the requirements of good teaching above is problem-based learning. This teaching and learning method has been widely studied and applied in many fields, e.g., in computer science, jurisprudence, medicine, veterinary medicine, and pharmacy [7]. In computer science this method has been applied, for instance, in teaching of computer graphics [1], artificial intelligence [3], programming [1, 4] and operating systems [4].

In this paper we describe how problem-based learning has been applied in a course of methods for data mining. This course, called Data Mining Methods, is an advanced level course that is a part of the Master of Science degree at the Department of Computer Science at the University of Helsinki, Finland. At the moment it is one of the two compulsory courses of the specialization area of data management. The aim of the course is to introduce to the students the basic data mining concepts and methods, and the knowledge discovery process. This course was lectured in the presented form in Spring 2004 and 2005.

The rest of the paper is organized as follows. First, in Chapter 2 we briefly describe problem-based learning. Then, in Chapter 3 we present how the course Data Mining Methods was organized and how the problem-based learning method was applied in this course. In Chapter 4, we analyze the course both from a teacher's and from a students' perspective. After that, in Chapter 5 we present some ideas on how this course could be improved and, thus, student learning hopefully be enhanced. Chapter 6 is a short conclusion.

2. PROBLEM-BASED LEARNING

In problem-based learning the students are encouraged to work as experts and tutors for their own learning process [5]. Problem-based learning is a process where a student has much more responsibility on his/her own learning than in more traditional teaching methods. Therefore, problem-based learning is a good example of a student-focused teaching and learning method. Other typical characteristics of problem-based learning are combination of theory and practice, working in a group and development of students’ collaboration and communication skills, emphasizing the learning process and development of the learning skills, continuous self-assessment of gained knowledge.
and skills, and considering problems across subject boundaries [2, 4, 7].

Problem-based learning is based on assignments that should be as near to the real-life problems as possible [4, 5, 7]. These assignments should be so large and difficult that they cannot be solved based on the previous knowledge of the students. In fact, the aim of this method is not to find right solutions to the given problems, but instead, to try deeply understand the problems and to look them from different viewpoints [7]. In many cases, there are not even any single right or wrong solutions to the problems. And when the problems are large, open-ended and demanding enough, it is more useful to try to solve them in a group, instead of working with them alone.

Typically the problem-based learning consists of seven steps [5, 7]. These steps are

1. setting up the context and defining unclear concepts;
2. presenting research problems;
3. creating working theories and hypotheses (brainstorm);
4. critical evaluation of the theories;
5. defining learning objectives for this problem;
6. searching for deepening knowledge;
7. discussion in a group and distribution of expertise.

The first five steps are completed in a group in the session where the problem is presented to the students. During the step six, the students work independently, without the teacher or even the fellow students. After that, the students discuss again in a group and look at what they have learned and evaluated that with respect to the learning objectives they had defined earlier. These steps are just one way of defining the problem-based learning process, and they do not have to be followed exactly when problem-based learning is used [5].

As mentioned earlier, problem-based learning has been widely studied and applied in many fields, including computer science. Actually, it is a very suitable method for teaching computer science, because this field is by nature problem-based [1, 4]. Development and changes in computer science are very fast and continuous, and in order to keep up with the field, every computer scientist must learn new things all the time. Working in project groups is also very typical for computer science industry, and, thus, the students need to have good collaboration and communication skills when they graduate. Problems in computer science also often cross subject boundaries. Therefore, using problem-based learning can give computer scientist many valuable skills for solving the real-life problems.

3. DESCRIPTION OF THE COURSE

Knowledge discovery from databases or data mining is an area in computer science that aims to find methods for discovering interesting patterns or exceptions from large amounts of data. In the course Data Mining Methods the main aim is that the students should become acquainted with the basic concepts of data mining, learn what the main types of methods used in data mining are and when they can be applied, and what is meant by the knowledge discovery process. This course contains both theoretical and practical material. In the course we have lately used problem-based learning, which means that, in contrast to the traditional courses, the students in this course worked in small groups and tried to solve together some data mining problems. In this form, the course was lectured in Spring term 2004 and 2005.

The course consisted of six modules, each of which was two weeks long and had a specific theme [8, 9]. Lectures of the course were usually given on the first week of each module, except during the first module, when the lectures were given on both weeks. The lectures were mainly based on the book Data Mining – Concepts and Techniques [6]. During the first five modules, we had two exercise sessions per week (2*2 hours) where the student group gathered for their meetings and they could also ask from the teacher advice on how they should proceed with their current problem. During the last module these exercise sessions were replaced by a two-hour poster session, where each group of students presented a poster of the problems and solutions they had worked with during the course. In these presentations we used a technique called gallery walking [7]. At the end of the course there was a course exam.

During the first exercise session the students formed groups of 2-4 persons. These groups worked with one problem per each module, i.e., they worked with five problems in total. In the first exercise session of each module the groups were given an assignment on the theme of the module, and from the second module on, the assignments of the previous module were also discussed together in these sessions. Otherwise, the teacher followed the discussions of the groups and gave advice on how the groups should proceed with their work. Sometimes the groups had meetings also between the exercise sessions, as they were recommended.

The assessment of the course consisted of two parts: the reports of group work and the final exam. From each report, the students were able to get 4-6 points, and in addition to that at maximum three points for the poster session (the poster and the presentation of it). That is, the maximum number of points from the exercises was 30. Similarly, the maximum number of points from the final exam
was 30 points. The course was completed if the student was able to collect 30 or more points, so that at least 15 of them came from the final exam and at least 10 of them from the exercises.

In the assignments (problems) we asked each group of students to form a consultant office that specialised in data mining. The consultant offices were supposed to help their customers to decide whether data mining was an appropriate method for analysing their large data sets. The groups could choose one data set out of three to represent their customer’s data. At the end of each module, the groups submitted a written report in which they described, in their own words, the data mining methods of the module, what kind of experiments they had done with the customer’s data using such methods, and what the main results were. In each report they were also supposed to include a short learning diary describing what they had learned during that module, which things had been easy and which difficult, and what the learned things meant to them.

In the final exam there was one question per module (or theme). Some of these questions were theoretical, asking the students to explain briefly some basic concepts of the course. Typically, the students were also asked to give some real-life examples of these concepts. Another type of questions was formed by questions where the students were given a small data set and they were asked to apply some given mining method to it.

4. **Analysis of the course**

In the previous chapter we describe the structure of the course Data Mining Methods, and how problem-based learning was applied in the course. Now we look at what was good in the course and what things could still be improved. We consider these issues both from the teacher’s and the students’ perspective.

4.1 **Teacher’s perspective**

One of the pitfalls of problem-based learning is that teachers are not familiar enough with theoretical background and the principles of the method [7]. When we started to plan the Data Mining Methods course, we studied the pedagogical literature on the method, but, unfortunately, we had no previous experience on applying the method. Right in the beginning of the course, we explained to the students the basic features of the problem-based learning method, and how the method was to be applied in this course. One of the mistakes that we made at this point – and later as well - was that we trusted that, after this introduction, the students knew how the method works, and we did not follow their work in the groups as carefully as we should have done. Another problem that we noticed was that obviously the role of the teacher as a tutor of the groups was, to some extent, unclear to both students and teachers.

As mentioned before, our course consisted of six modules with the lectures given right at the beginning of each module. From a teacher’s standpoint, and as the literature also shows, this was not a good decision: in problem-based learning the lectures should really be given first when the students are deepening their knowledge on the problem, i.e., first after the students have had time to think about the problem given to them and to formulate some kind of questions or even solutions to the problem [5]. The practices used in the course just guided the students to read only the course book and the lecture slides, and not to do any information searching of their own. Otherwise, the structure of the course seemed to be good, especially the poster session with gallery walking turned out to be very stimulating.

Group dynamics in the course were mostly good, and the students really worked as a team. Unfortunately, there were some groups that were not that successful in their collaboration. One reason for this might have been the differences in the learning objectives that the students in these groups had. Some of these groups were able to solve their problems, and to complete the course with good results, while some groups could hardly finish their reports. In general, nearly all the groups had difficulties in finding time for their meeting, despite the organised weekly exercise sessions.

In a course where a problem-based learning method is used, a teacher is able to use most of his/her time interacting and tutoring the students, instead of preparing lectures [1]. Such interactions are usually very stimulating and rewarding, and the teacher can learn to know his/her students better and track their learning. The teacher can also easily form a picture in his/her mind of what the students can, or what kind of learners they are. What surprised us, was that a student who was active in discussions and in group work and seemed to have course. Probably, in these cases, the student had not really understood all the parts of the problem.

About 50 students attended the course Data Mining Methods during the two times when it was lectured in this form. Of these students, almost 93 pro cent passed the course, which is more than on our traditional courses. The failure or poor performance in the final exam, still, indicated that some students have problems in learning. Some of these problems might be due to the assessment methods used in the course. One possibility might, for example, be that the questions in the exam were dependent on each other, as it was suggested in [3]. In our course, the exam questions were, however, totally independent on each other, so that cannot explain
the phenomenon. A more plausible explanation is, therefore, that active participation in discussions and in group work does not necessarily guarantee that the student has really understood the subject or has really deeply thought of it [3]. Even though we tried to design the problems in this course so that they could not be divided into sub-problems, the students might still have managed somehow to do that. In such a case, each student is, of course, responsible for carefully studying the parts of the work done by the other members of the group.

One problem in this course that we noticed and had not expected was the fact that some students did not have enough background knowledge. Some of them had not even completed all the compulsory intermediate-level courses in computer science. In addition to this, it turned out later, that some of the intermediate-level courses did not even include all the issues that we had believed them to cover. One possible solution to this problem is to give the students in the future a clear list of required background material they are expected to know and to advise them to study that material on their own. A list of the possibly useful materials and information sources would also be very useful for the students [3, 7].

4.2 Students’ perspective

Problem-based learning as a teaching method was totally new to most of the students attending this course. Learning diaries and discussions with the students made it clear, that many students were quite unsure, confused, and even frightened at the beginning of the course. The reason for this was that they did not really know how this learning method works and what they were expected to do. Gradually, most of these students understood why this method was used in this course, and they were really happy about all the things they had been able to learn.

Some of the students were, however, angry and bitter throughout the course. According to them, they were not able to learn anything, because nothing was taught, or the things that were taught, were taught in a wrong way. It showed that these students were very used to the practises used in some other courses, and they could not see how problem-based learning could enhance their learning. They would have preferred to attend a very traditional course, where a teacher gives them via the lectures all the information needed for passing the course.

As mentioned before, the group dynamics worked quite well, and the students were mainly satisfied with the group work. According to them, working as a group made them more committed to the course, which seems to be characteristic for this kind of courses [1, 3]. This was also shown by the fact that, after the first module, no one dropped out of the course.

In problem-based learning, one of the main ideas is that the problems should be clear, but still open-ended and large enough, so that no one can solve them based to his/her previous knowledge. The problems considered on the course Data Mining Methods were made according to this principle. However, some students in the course thought that the problems were too large and too open-ended, and they were quite annoyed that there were no right answers to the problems. Obviously, they did not understand that finding right (perhaps even non-existing) solutions to the problems was not important, and that it was more important to study the problem deeply from different perspectives.

5. Development of the course

In the previous chapter we noticed that the problem-based learning method worked well in many ways in the Data Mining Methods course. Still, there are ways to improve the course further. One of them is to give for the students more complete written instructions on problem-based learning and how it is applied in the course. Another way to enhance learning and improve the course is to use more time at the beginning of the course for the introduction of the teaching method and for carefully explaining, why this method has been chosen for this course and why it is so useful [7].

An important part of the information given to the students at the beginning of the course is the learning objectives of the course. In the Data Mining Methods course, one of the main aims is that students learn to know and understand what is meant by a knowledge discovery process and what kinds of phases there are in this process. Another aim of the course is that the students form their own opinions and knowledge on what kind of pre-processing can and should be done to the data when different data mining methods are applied. The third, and perhaps the most important, learning objective of this course is that the students learn to know what kinds of data mining methods there are, and that they can evaluate when these methods can or should be used in analysis of the data sets. These learning objectives have existed in the course all the time, but they might not have become clear enough to the students attending the course. Therefore, we are going to explicitly write down these objectives for the next time the course is held.

Yet another change we are going to make is to change the time and the role of the lectures in this course. We could, of course, leave the lectures totally out of the program, but, at the moment, that seems to be a bit too radical. Instead, we plan now to have the lectures in the second week of each module, i.e., in the phase when the students are
already deepening their knowledge of the problem at hand. We hope that this encourages the students to actively search for more information, and thus to enhance their learning.

To support of each individual we are also planning to improve the questions in the final exam. This is to be done so that the questions will be more similar to the problems used in the course, which is supposed to be essential for questions in an exam of a problem-based course [10]. Learning diaries will also be individual in the future.

In addition to the learning objectives concerning the subject of the course, in our case methods for data mining, problem-based learning should assist the students in developing their learning, collaboration and communication skills. The students should also have a possibility to demonstrate this kind of learning during the course [10]. Therefore, we are going to add peer and self-assessments to this course, which are natural ways of assessing learning process, and collaboration and communication skills [2, 3, 10].

6. CONCLUSIONS

In this paper we have presented a problem-based course for teaching methods for data mining held at the Department of Computer Science at the University of Helsinki, Finland. We showed that problem-based learning is a suitable and very natural teaching method for this kind of a course. Still, we were able to identify several practises of the course that could be improved in the future. Most important of these were the need of proper instructions on problem-based learning and how this method is applied in the course, and the need of writing down the exact learning objectives of the course. These changes we shall make in the near future.

7. REFERENCES